
Honest network nodes only generate new blocks by referencing blocks in the 
longest valid chain (black blocks in Fig.). 
A chain is considered valid if all blocks and transactions within them are valid, 
and only if it starts at genesis block (first green block in Fig.). 
Blocks in invalid chains or shorter chains are not used. 
When client switches to another chain, all valid transactions in invalid chain 
are returned to the pool of queued transactions and will be included in 
another block. 
Once a block has been in a chain for a while it becomes computationally 
impractical to modify because every block after it would have to be regenerated. 
These properties make double spending of Bitcoins very difficult.
As a block can only reference a single previous block, there can only be one 
path from any block to genesis block. 
However, coming from genesis block there may be forks (Fig.: purple blocks) 
which occur when two (or more) blocks reference the same previous block. 
One-block forks are created from time to time when two nodes generate a block 
only few seconds apart. 
When that happens full nodes build onto the block which they received first. 
The tie brakes when the next block is generated and one of the branches 
becomes longer. 
More serious forks have occurred after fixing bugs that required backward-
incompatible changes.

Six Confirmations

https://chrispacia.wordpress.com/2013/09/02/bitcoin-mining-explained-like-youre-five-part-2-mechanics/

Double Spending

In the following table q is the percentage of the network controlled by the attacker, 
P is the probability an attacker could get lucky and override z number of blocks. 

Figure5. Structure of a Bitcoin Transaction Blockheader.

06 BitCoin-5 DoubleSpending
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Six Confirmations

The only exception to the above rule is if the attacker simply gets 
lucky. As we noted, it takes the entire network an average of 10 
minutes to find a valid block. It should take a single attacker with, 
say, 10% of the processing power in the network 100 minutes to find 
a valid block (200 minutes at 5% etc), but those are just averages. 
It’s theoretically possible that an attacker could get lucky and mine a 
block in 1 minute when it’s supposed to take him an average of 100 
minutes. 

If that block contained a  spenddouble, it’s possible the attacker’s 
fraudulent transaction would get included in the block chain and his 
legitimate transaction rejected (the rest of the network would think 
the legitimate transaction is the double spend). The deeper a 
transaction is in the block chain, however, the more times in row the 
attacker would need to get lucky and mine a block before the rest of 
the network to extend his chain longer than the main chain. 

From a probability standpoint, the chances of such an attack 
succeeding decrease exponentially with each subsequent block. It’s 
kind of like winning the lottery a number of times in a row. In the 
original white paper Satoshi Nakamoto calculated the probabilities 
that an attacker could get lucky and pull off a double spend. 

q=0.1 
z=0 P=1.0000000 
z=1 P=0.2045873 
z=2 P=0.0509779 
z=3 P=0.0131722 
z=4 P=0.0034552 
z=5 P=0.0009137 
z=6 P=0.0002428 
z=7 P=0.0000647 
z=8 P=0.0000173 
z=9 P=0.0000046 
z=10 P=0.0000012 
q=0.3 
z=0 P=1.0000000 
z=5 P=0.1773523 
z=10 P=0.0416605 
z=15 P=0.0101008 
z=20 P=0.0024804 
z=25 P=0.0006132 
z=30 P=0.0001522 
z=35 P=0.0000379 
z=40 P=0.0000095 
z=45 P=0.0000024 
z=50 P=0.0000006 

Solving for P less than 0.1%... 
P < 0.001 
q=0.10 z=5 
q=0.15 z=8 
q=0.20 z=11 
q=0.25 z=15 
q=0.30 z=24 
q=0.35 z=41 
q=0.40 z=89 
q=0.45 z=340

Given the above probabilities we can see that an attacker with 10% of the network’s processing 
power would have a 0.024% chance of getting lucky and overriding six blocks. 
Which is usually why it is recommended that if you are selling something expensive, you should 
wait until your transaction is six blocks deep (six confirmations in Bitcoin lingo) before actually 
handing over the merchandise.

Of course, while it’s encouraging that a dishonest party has only a relatively 
small chance to corrupt the block chain, that’s not enough to give us confidence 
in the currency. In particular, we haven’t yet conclusively addressed the issue of 

http://www.michaelnielsen.org/ddi/how-the-bitcoin-protocol-actually-works/
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in the currency. In particular, we haven’t yet conclusively addressed the issue of 
double spending.

I’ll analyse double spending shortly. Before doing that, I want to fill in an 
important detail in the description of Infocoin. We’d ideally like the Infocoin 
network to agree upon the order in which transactions have occurred. If we don’t 
have such an ordering then at any given moment it may not be clear who owns 
which infocoins. To help do this we’ll require that new blocks always include a 
pointer to the last block validated in the chain, in addition to the list of 
transactions in the block. (The pointer is actually just a hash of the previous 
block). So typically the block chain is just a linear chain of blocks of transactions, 
one after the other, with later blocks each containing a pointer to the immediately 
prior block:

Occasionally, a fork will appear in the block chain. This can happen, for 
instance, if by chance two miners happen to validate a block of transactions 
near-simultaneously – both broadcast their newly-validated block out to the 
network, and some people update their block chain one way, and others update 
their block chain the other way:

This causes exactly the problem we’re trying to avoid – it’s no longer clear 
in what order transactions have occurred, and it may not be clear who 
owns which infocoins. Fortunately, there’s a simple idea that can be used 
to remove any forks. The rule is this: if a fork occurs, people on the 
network keep track of both forks. But at any given time, miners only work to 
extend whichever fork is longest in their copy of the block chain. 

Suppose, for example, that we have a fork in which some miners receive 
block A first, and some miners receive block B first. Those miners who 
receive block A first will continue mining along that fork, while the others 
will mine along fork B. Let’s suppose that the miners working on fork B are 
the next to successfully mine a block:

After they receive news that this has happened, the miners working on fork 
A will notice that fork B is now longer, and will switch to working on that 
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A will notice that fork B is now longer, and will switch to working on that 
fork. Presto, in short order work on fork A will cease, and everyone will be 
working on the same linear chain, and block A can be ignored. Of course, 
any still-pending transactions in A will still be pending in the queues of the 
miners working on fork B, and so all transactions will eventually be 
validated.

Likewise, it may be that the miners working on fork A are the first to extend 
their fork. In that case work on fork B will quickly cease, and again we have 
a single linear chain.

No matter what the outcome, this process ensures that the block chain has 
an agreed-upon time ordering of the blocks. In Bitcoin proper, a transaction 
is not considered confirmed until: (1) it is part of a block in the longest fork, 
and (2) at least 5 blocks follow it in the longest fork. In this case we say that 
the transaction has “6 confirmations”. This gives the network time to come 
to an agreed-upon the ordering of the blocks. We’ll also use this strategy 
for Infocoin. 

With the time-ordering now understood, let’s return to think about what 
happens if a dishonest party tries to double spend. Suppose Alice tries to 
double spend with Bob and Charlie. One possible approach is for her to try 
to validate a block that includes both transactions. Assuming she has one 
percent of the computing power, she will occasionally get lucky and 
validate the block by solving the proof-of-work. Unfortunately for Alice, the 
double spending will be immediately spotted by other people in the Infocoin 
network and rejected, despite solving the proof-of-work problem. So that’s 
not something we need to worry about.

A more serious problem occurs if she broadcasts two separate transactions 
in which she spends the same infocoin with Bob and Charlie, respectively. 
She might, for example, broadcast one transaction to a subset of the 
miners, and the other transaction to another set of miners, hoping to get 
both transactions validated in this way. Fortunately, in this case, as we’ve 
seen, the network will eventually confirm one of these transactions, but not 
both. So, for instance, Bob’s transaction might ultimately be confirmed, in 
which case Bob can go ahead confidently. Meanwhile, Charlie will see that 
his transaction has not been confirmed, and so will decline Alice’s offer. So 
this isn’t a problem either. In fact, knowing that this will be the case, there is 
little reason for Alice to try this in the first place.

An important variant on double spending is if Alice = Bob, i.e., Alice tries to spend 
a coin with Charlie which she is also “spending” with herself (i.e., giving back to 
herself). This sounds like it ought to be easy to detect and deal with, but, of 
course, it’s easy on a network to set up multiple identities associated with the 
same person or organization, so this possibility needs to be considered. In this 
case, Alice’s strategy is to wait until Charlie accepts the infocoin, which happens 
after the transaction has been confirmed 6 times in the longest chain. She will 
then attempt to fork the chain before the transaction with Charlie, adding a block 
which includes a transaction in which she pays herself:

Unfortunately for Alice, it’s now very difficult for her to catch up with the 
longer fork. Other miners won’t want to help her out, since they’ll be 
working on the longer fork. And unless Alice is able to solve the proof-of-
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working on the longer fork. And unless Alice is able to solve the proof-of-
work at least as fast as everyone else in the network combined – roughly, 
that means controlling more than fifty percent of the computing power –
then she will just keep falling further and further behind. Of course, she 
might get lucky. We can, for example, imagine a scenario in which Alice 
controls one percent of the computing power, but happens to get lucky 
and finds six extra blocks in a row, before the rest of the network has 
found any extra blocks. In this case, she might be able to get ahead, and 
get control of the block chain. But this particular event will occur with 
probability 

A more general analysis along these lines shows that Alice’s probability of 
ever catching up is infinitesimal, unless she is able to solve proof-of-work 
puzzles at a rate approaching all other miners combined.

Of course, this is not a rigorous security analysis showing that Alice cannot double 
spend. It’s merely an informal plausibility argument. The original paper

introducing Bitcoin did not, in fact, contain a rigorous security analysis, only 
informal arguments along the lines I’ve presented here. The security community is 
still analysing Bitcoin, and trying to understand possible vulnerabilities. You can 
see some of this research listed here, and I mention a few related problems in 
the “Problems for the author” below. At this point I think it’s fair to say that the 
jury is still out on how secure Bitcoin is.

Problems for the author

I don’t understand why double spending can’t be prevented in a simpler 
manner using two-phase commit. Suppose Alice tries to double spend an 
infocoin with both Bob and Charlie. The idea is that Bob and Charlie would 
each broadcast their respective messages to the Infocoin network, along with a 
request: “Should I accept this?” They’d then wait some period – perhaps ten 
minutes – to hear any naysayers who could prove that Alice was trying to 
double spend. If no such nays are heard (and provided there are no signs of 
attempts to disrupt the network), they’d then accept the transaction. This 
protocol needs to be hardened against network attacks, but it seems to me to 
be the core of a good alternate idea. How well does this work? What 
drawbacks and advantages does it have compared to the full Bitcoin protocol? 

•

Early in the section I mentioned that there is a natural way of reducing the 
variance in time required to validate a block of transactions. If that variance is 
reduced too much, then it creates an interesting attack possibility. Suppose 
Alice tries to fork the chain in such a way that: (a) one fork starts with a block in 
which Alice pays herself, while the other fork starts with a block in which Alice 
pays Bob; (b) both blocks are announced nearly simultaneously, so roughly 
half the miners will attempt to mine each fork; (c) Alice uses her mining power 

•
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half the miners will attempt to mine each fork; (c) Alice uses her mining power 
to try to keep the forks of roughly equal length, mining whichever fork is 
shorter – this is ordinarily hard to pull off, but becomes significantly easier if the 
standard deviation of the time-to-validation is much shorter than the network 
latency; (d) after 5 blocks have been mined on both forks, Alice throws her 
mining power into making it more likely that Charles’s transaction is confirmed; 
and (e) after confirmation of Charles’s transaction, she then throws her 
computational power into the other fork, and attempts to regain the lead. This 
balancing strategy will have only a small chance of success. But while the 
probability is small, it will certainly be much larger than in the standard protocol, 
with high variance in the time to validate a block. Is there a way of avoiding this 
problem? 

Suppose Bitcoin mining software always explored nonces starting with •

, then 

. If this is done by all (or even just a substantial fraction) of Bitcoin miners then 
it creates a vulnerability. Namely, it’s possible for someone to improve their 
odds of solving the proof-of-work merely by starting with some other (much 
larger) nonce. More generally, it may be possible for attackers to exploit any 
systematic patterns in the way miners explore the space of nonces. More 
generally still, in the analysis of this section I have implicitly assumed a kind of 
symmetry between different miners. In practice, there will be asymmetries and 
a thorough security analysis will need to account for those asymmetries. 

From <http://www.michaelnielsen.org/ddi/how-the-bitcoin-protocol-actually-works/> 

Mining Pools and Shares
Lots of answers here, but none of them has actually answered the question "what is a 
share?"
In almost all mining pools, a share is a block "solution" not quite good enough to be 
published as an actual block, but still good enough that it's really hard to find them. 
This means that shares can be used to measure how much work you're doing, but just 
with much finer and more consistent granularity than actual block solutions, which are 
far too rare for small miners.
So, just as an example, suppose that the current difficulty was 10,000. 
To become valid blocks, an attempted block with a specific nonce has to be "better" 
than 10,000. In this situation, the pool might set their "share difficulty" at 100. 
So with each nonce you try, your software will check to see how "good" the difficulty of 
the resulting block is. 
Most of these blocks will be below 100 in "difficulty level", but a small amount of them 
will be over 100 in difficulty level (and still less than 10,000). 
These "better than 100 but still less than 10,000" blocks are the ones we're calling the 
"shares". 
They can be sent into the mining pool, even though they aren't good enough to be 
published on the open network as actual blocks. 
Inside these shares the mining pool will be clearly marked as the recipient of any 
potential block reward, which means that the mining pool can use the number of 
shares you submit as unfakeable evidence of how much work your machine is doing 
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shares you submit as unfakeable evidence of how much work your machine is doing 
to try and find blocks for the pool, even if you've never found one yet.
Which is good, because it takes forever to find actual blocks.
As you mine along, happily submitting shares, then every once in blue moon you will 
come across a solution that is not only good enough to be a share, it's actually good 
enough to be a real block! That is, it has difficulty "over 10,000" and so it meets not just 
the share criteria but the full network standard of difficulty, which is much harder. 
This one you would still submit to the pool, but when they get it they will go ahead and 
publish it out over the actual network, receiving a nice fat reward that gets distributed 
amongst everyone according to the shares they've been submitting. 
Of course, these aren't real numbers, and most software works by just telling your 
machine to look for blocks over 100 and not worry about what the network difficulty 
is. 
But still, we can see how someone who isn't doing actual mining would never be able 
to find any shares in the first place, which means this is actually reasonably secure from 
the pool's perspective as a way of measuring how much work everyone is doing.
I've glossed (blizginti) over a lot of details here, because there are some subtle tricks 
the pool needs to be careful of (block withholding (išskaičiavimas) attacks anyone?), 
but that in a nutshell is what shares actually are: totally normal blocks that don't meet 
the full requirements to be published on the network, but still meet some smaller 
requirement set by the pool to count as proof you're mining with the pool set as the 
recipient.
Now, why can't the miner just submit any actual blocks themselves to take the whole 
reward? 
Two reasons: 
first, in order for their shares to be valid they have to have the pool set as the 
recipient, so the mined block already gives the reward to the pool no matter who 
broadcasts it, and 
second (as indicated by zanzu) the pool doesn't actually bother giving the whole block 
out to miners, just a template for the header that contains the hashes of the actual 
block contents.
What the miner could do is secretly throw away the valid block instead of sending it 
back to the pool. 
That would hurt the rest of the pool more than the miner because only a small portion 
of the reward from it would have actually come back to them, and for a bunch of 
complicated game theory reasons this could maybe result in an advantage if the same 
miner also had a lot of other mining power not on the pool at all. 
This is the "block withholding (išskaičiavimas) attack" I mentioned above. 
But it starts to be noticeable in the statistics if you do it a lot, and also it doesn't 
provide any benefit to the typical small-time miner. 
So these attacks are presumed to be fairly rare. 
There are certain types of reward schemes that are more or less resistant to the 
strategy, but most people don't seem to be very concerned about these attacks in 
general. 
So all in all the basic "share" strategy is pretty much good enough.
From <https://ethereum.stackexchange.com/questions/4529/for-pool-mining-what-exactly-is-a-share> 
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It seems that the threat of block withholding (išskaičiavimo) attack is underestimated !
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